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   (Describe advances in high-performance embedded DSP technologies)

   FFT

    - Hundreds of years of mathematical basis on the Fourier Transform

    - FFT developed in 1964

    - Orthogonalize Data

    - Reduce the data rate for higher level decisions

   Pervasive to many types of applications

    - Correlation on multi-dimensional data

    - Channel equalization

    - Image processing

    - Doppler processing

    - Machine health monitoring

    - Polyphase filtering

    - Pulse compression

    - SAR processing

    - Spectrum Analysis

   Implementation

   Traditionally, transform techniques have been implemented in software

   running on general purpose RISC type machines that may or may not

   accelerate different potions of the fetch-process-store cycle.

   Recently, many of the more demanding applications have moved to

   FPGA, and ASIC solutions that are more DataFlow oriented.

   Benefits of FFT implemented in hardware with a Dataflow architecture

    - True N*Log2(N) efficiency

    - Performance per Watt. Once pipeline full, all resources used every cycle.

    - Reduced software

    - Deterministic timing

    - Scalable across multiple dimensions

    - Scalable silicon core

    - Scalable chip

    - Scalable board

    - Still get benefits of GP via co-processing approach

    - Algorithm is highly structured

      The FFT algorithm, by definition, partitions the transform into many 

      smaller transforms until the smallest size is reached. This smallest

      transform takes two points in, processes them, and outputs two points,

      witch in turn, may feed another two point calculation after some data

      re-ordering.

      By allocating differing levels of resources to the algorithms three 

      main components; IO, Computation, and Memory/Data re-ordering, the

      final result may be balanced, and targeted for many needs.

      For example 

        - a   4 point transform can be implemented as 4  two-point transforms= 

          2x2+ 2x2

        - an  8 point transform can be implemented as 12 two-point transforms=

          4x2+ 4x2+ 4x2

        - a  16 point transform can be implemented as 32 two-point transforms=

          8x2+ 8x2+ 8x2+ 8x2

        - a  32 point transform can be implemented as 80 two-point 

          transforms=16x2+16x2+16x2+16x2+16x2

      Inter-stage memory ~ (4*2,8*3,16*4,32*5) = N * log2(N)

      To take advantage of the fact that larger memories are more silicon

      efficient than smaller memories, the algorithm may be re-partitioned.

      For example 

        - a  16 point transform can be implemented as 32 two-point transforms=

          (4x( 4x2+ 4x2) )

      This requires a 4+4=8 size of local memory plus a 4x4=16 size buffer 

      between execution of the first pair and execution of the second pair. 

      The physical size (if scaled) of two small 4 memories and one large 16 

      memory being smaller at chip layout than 4 mid size 8 memories.

      The same re partitioning technique can be used to group the processing

      speed relative to the IO speed.

      For for a 16 point transform example

       - IO time = 16xIO. Calculation time = 32*BFY/PARRALLEL

         If BFY = 2 IO cycles then the number PARRALLEL transforms = 4

         However,

         If BFY = 1 IO cycles then the number PARRALLEL transforms = 2

         and the data can be recirculated twice to balance the IO rate.

    - What DSP Architectures has done

      Implemented a balanced IO FFT device that implements a 32 point

      transform, and a memory partitioning technique that allows cascading

      across multiple chips (each performing a radix-32) seamlessly.

    - Future roadmap

      Currently working on 0.35 micron shrink of 0.5 micron design.

       - Increase speed.

       - Lower power consumption due to SIO process and geometry.

       - Provide radiation hardened parts, for space and high rel designs.

      Candidates for future chips include

       - MCM containing two DSP24 back-to-back die for runing a 1024 

         point transform in one package.

       - Higher radix calculation units based on silicon proven

         computation units, and IO/memory balancing techniques.

       - Integration of more pre- and post-transform calculation via

         a combination of custom and FPGA structures in the datapath.

       - More powerful high level decision capability with the 

         inclusion of a standard embedded micro-controller, that can

         work closely with the pre and post pre-processing functions.

