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Abstract

Sorting is perhaps the most widely studied problem in
computer science and is frequently used as a benchmark
of a system’s performance. This work compares the
execution speed of the FPGA processing elements to the
microprocessor processing elements in the SRC 6
reconfigurable computer using the following algorithms
for sorting unsigned integer keys: Quick Sort, Heap Sort,
Radix Sort, Bitonic Sort, and Odd/Even Merge. SRC
compiler performance is also examined. The results show
that, for sorting, FPGA technology may not be the best
processor choice and that factors such as memory
bandwidth, clock speed, algorithm computational
requirements and an algorithm’s ability to be pipelined
all have an impact on FPGA performance.
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1. Introduction

Field Programmable Gate Array (FPGA) technology
has recently been added to several high-performance
computing systems as a means to increase overall system
performance [1], [2], [3]. In this study, we use a
reconfigurable computer from SRC Computers to evaluate
the performance of reconfigurable computers for sorting.

Several researchers have investigated an earlier model
SRC system, the SRC 6E, with largely favorable results
including crypto algorithm speedups on the order of
10~1000x [4], [5], and wavelet processing speedups on
the order of 10x [6].

2. SRC 6 System

The SRC 6 reconfigurable computer includes both
microprocessors and FPGAs for use as processing
elements (PEs) and offers C and Fortran compilers for
translating functions into executable FPGA hardware.
Several of the previously referenced papers provide
detailed descriptions of the earlier SRC 6E system. We
will only point out the major changes to the new

architecture in this paper.

2.1.  SRC 6 versus 6E Hardware Architecture
Changes

The most significant change to the hardware
architecture between the SRC 6 and the 6E is the addition
of a 16 port high-speed crossbar switch as shown in
Figure 1. Each switch port supplies dedicated input and
output paths at a peak bandwidth of 1.6 GB/s for each
path. Multiple switches allow the system to be scaled to
up to 256 nodes.

A second change is the addition of a new external
memory node that attaches directly to the switch as
shown in Figure 1. Memory nodes are available in 4, 8
16, & 32 GB capacities.

The third major change involves the upgrade of the
microprocessor nodes from dual 1 GHz PentiumIII’s to
dual 2.8 GHz Xeon microprocessors. This allows much
higher rate DMA transfers in the new system (sustained
1.4 GB/s DMA rates).

Figure 1 SRC 6 system architecture.

The subject system configuration is as follows:

• two microprocessor nodes (four Xeons)
•  two FPGA nodes (four FPGAs total; two per

node)
• 16 GB memory node

The PE specifications as tested are:

• Xeons: 2.8 GHz, 512 KB L2 cache, 1 GB main
memory per node (shared)

•  FPGAs: Xilinx VirtexII XC2V6000, 100 MHz,
with six shared local memories per node, each
bank 512 K x 64 bits wide.
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Figure 2 MIMD implementation in FPGAs.

Note that the SRC system architecture imposes a fixed
clock rate on the FPGA resources of 100 MHz regardless
of the potential maximum speed for code compiled to run
in an FPGA PE.

2.2. SRC 6 FPGA C Compiler

Coding for the FPGA resources in the SRC 6 follows
the same procedures as those for the 6E. Code can be
compiled to hardware from C, Fortran, Verilog, and
VHDL. SRC’s mcc compiler is used to compile code for
the FPGAs. Microprocessor codes are compiled using
Intel’s C compiler, icc.

3. Methodology

The main goal of this study was to compare the run-
time performance of an FPGA versus a microprocessor on
integer sorting, a common general-purpose computing
benchmark. Since achieving the best performance
typically requires some amount of optimization, our
approach was, (a) to develop the algorithm for both
architectures using as generic and similar a code base as
possible and, (b) to then look for optimization
opportunities to improve performance. As a result, the
best implementations for the microprocessors and the
FPGAs usually took slightly different approaches. These
differences are explained in the text. For the most part,
the microprocessor code implementations are textbook
examples compiled with strong speed optimization turned
on. The FPGA implementations are based on the
architecture models described in the following paragraphs.

3.1. MIMD Model

The multiple instruction stream multiple data stream
(MIMD) model [7] is a simple way to express parallelism
in FPGAs as shown in Figure 2. In this model, multiple
instances of the same hardware sorter, designated by the
dotted boxes F1 through F6, operate asynchronously but

Figure 3 SIMD implementation in FPGAs.

 in parallel on their own data sources in memory banks A
through F. All sorting instances in the MIMD model will
be coded using a sequential implementation of the their
respective algorithms. One drawback to this approach is
that each parallel instance in the FPGA stalls on
completion until all parallel instances have completed.
This means that sorts with data dependent performance,
such as Quick Sort and Heap Sort, will cause all parallel
instances to execute at the speed of the instance with the
least favorable key ordering in its bank.

Another possible drawback to this approach is that a
six-way merge operation is needed to fully sort the results
of each parallel sort. However, this invites a possible
hybrid FPGA-microprocessor approach with the
microprocessor handling merging while the FPGAs
perform the sorting.

3.2. SIMD Model

The single instruction stream multiple data stream
(SIMD) model [7] relies on a single central controller that
synchronously controls one or multiple instances of a
hardware sorter with multiple data sources. An example
using two parallel instances is shown in Figure 3. The
SIMD model can be used for algorithms that can be
expressed using parallel sorting networks; it cannot be
used for data dependent algorithms. All parallel instances
in a SIMD implementation are synchronous and complete
at the same time.

4. Algorithm Selection

The sorting algorithms selected as the basis for this
study include Quick Sort, Heap Sort, Radix Sort, Bitonic
Sort, and Odd/Even Merge. Algorithms were selected
based on three main factors: (1) the algorithm’s relevance
to sorting in general, (2) the ease with which an algorithm
could be implemented on FPGAs, and (3) the expected
performance gain in implementing an algorithm in
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hardware versus software. For the remainder of this paper,
assume N  represents the total number of keys to be
sorted, the key size is 64 bits, and all logarithms are base
2.

4.1. Quick Sort

Quick Sort is a divide and conquer algorithm that is
most often implemented using recursion [8]. Quick Sort
has worst-case running time of Θ(N2) but is typically
O(Nlog(N)) and in practice one of the fastest of the
comparison based sorting algorithms. The initial feeling
was that Quick Sort would be difficult to implement on
FPGAs due to its recursive nature (it requires a stack) and
that the performance may suffer because the sequential
implementation has several nested loops. The FPGA C
compiler does not support recursion and typically inserts
clock penalties (delays) for nested loops. However, no
study on sorting can be complete without the inclusion of
Quick Sort. Furthermore, non-recursive implementations
are possible and the FPGA block RAMs are available to
help implement a stack. In addition, Quick Sort can be
designed to sort in-place and the MIMD architecture
model can be applied in this case.

The microprocessor and FPGA implementations are
both based on sequential, in-place implementations of the
algorithm. The microprocessor code uses recursion and
includes the optimization to switch from Quick Sort to
Insertion Sort when partitions fall below 20 keys (the
value of 20 was selected after empirical testing determined
that value to perform consistently best) [9].

The FPGA version of Quick Sort is based on a non-
recursive implementation [10]. We replaced the use of
Insertion Sort with a pipeline sorter (similar to that used
by SORTCHIP [11]) for partitions with 10 or fewer
items. This optimization resulted in approximately a 15%
improvement but also increased the slice utilization
considerably which prevented us from using a deeper
pipeline sorter. This also forced us to use a two chip
implementation with the first three Quick Sort/pipeline
sort instances in chip 1 and the second three instances in
chip 2. This is the only algorithm that required the use of
both FPGA chips. All code for the implementations
above were written in C.

4.2. Heap Sort

Heap Sort is a divide and conquer algorithm that first
orders keys in a binary heap and then reorders the heap
into sorted order [12]. Heap Sort was selected because it
is an optimal comparison sort, achieving O(Nlog(N))
performance for any input ordering and because it is
relatively easy to implement as an in-place and non-
recursive sort which eases implementation on FPGAs.
The MIMD model can also be applied to Heap Sort.

A non-recursive, sequential implementation of Heap
Sort was used for both the microprocessor and the FPGA
instances [9]. Only slight modifications to the code were

made for the FPGA version. A few array references were
converted to scalar references to aid the FPGA C compiler
in generating efficient hardware. All code for the Heap
Sort implementations was written in C.

4.3. Radix Sort

Radix Sort is a non-comparison based sort that works
by performing successive stable sorts of the next
significant radix digit until all digits are sorted. The
Radix Sort algorithm we implement makes use of
Counting Sort to sort the radix digits during each pass
[13]. It does this by keeping a tally of each occurrence of
the current radix digit within each key. Keys are then
ordered according to the radix value by noting that the
first occurrence of a radix digit is placed in the position
equal to the sum of tallies for all digits smaller than the
one being stored. The sum for each radix is incremented
as keys with that radix are sorted.

Since non-comparison based sorts can achieve O(N)
performance and involve operations that are suited to
FPGAs, Radix Sort was expected to perform well in
hardware. This sort also fits the MIMD model; however,
one drawback to Radix Sort is that it typically requires
O(2N) memory. The codes used for the microprocessor
and the FPGA instances were sequential. The optimal
number of bits to sort per pass on the microprocessor side
was found to be eight; on the FPGA side, the optimal
was the maximum feasible which was thirteen. Both
implementations for the Radix Sort were written in C.

4.4. Bitonic Sort

The Bitonic Sort is a divide and conquer comparison
sort usually implemented with recursion [14]. Keys are
first ordered into bitonic sequences and are then sorted
using a bitonic merger. The number of comparators
required can be reduced by a factor of log2(N)  by
combining the perfect shuffle with bitonic sorting [15].
This sort fits the SIMD model because it is readily
implemented in hardware using a parallel sorting network.
Given sufficient hardware, this sort is capable of
achieving O(log2(N)) performance.

A sequential, recursive version of the Bitonic Sort with
running time O(Nlog2(N)) is used on the microprocessor
[16]. The FPGA implementation uses a virtualized,
parallel sorting network (see §5.3). Both implementations
sort in-place and require the input key quantity to be a
power of 2; however, on the FPGA, we were able to use
the same SIMD controller to schedule keys for an eight
input sorting network and a four input sorting network
simultaneously. This allowed the use of all six memory
banks. The FPGA Bitonic Sort code was written in
VHDL.

4.5. Odd/Even Merge

Sorting large amounts of data typically requires a
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merge operation. For this reason, the Odd/Even Merge
was selected as a candidate [17]. Although this algorithm
can also be used as a general sorter, we only evaluated it
for two-way merging of pre-sorted vectors. Odd/Even
Merge fits the SIMD model and can perform in
O(log2(N)) time using a parallel merging network. A two-
way merger can be implemented in O(N) on a sequential
processor.

On the microprocessor, a very simple sequential two-
way merge using a compare and store in a loop was
implemented. On the FPGA, we used a four input, two
output parallel Odd/Even Merger to perform a two-way
sort capable of merging two keys at a time. The
Odd/Even Merge implemented on the FPGA was written
in C.

5. Preliminary Analysis

It is useful to obtain an estimate on the performance
bound for the FPGA processors before we begin. As our
performance measure, we use the number of keys that can
be sorted in one second (units are keys/s) as the score for
a given implementation. We will compute this score for
each implementation using the total amount of data that
can be sorted per function call to the sort routine. To
simplify the bound computation, we treat sorted but
unmerged vectors returned by parallel FPGA instances as
fully sorted. To simplify further, we ignore the FPGA
configuration time (this only occurs on the first call to a
sort function) and the DMA transfer times to move the
data into and out of the FPGA memory banks. These
simplifications will serve to loosen the bound.

Define

€ 

n = addressable memory in one bank (keys /bank),
b = number of concurrent banks used ,
f = FPGA clock frequency (Hz),
k = cycles per key operation (cycles /operation),
i = lower bound run time complexity (operations),

and
U = upper bound on keys sorted per second (keys / s).

Then

€ 

U =
b ⋅ n ⋅ f
k ⋅ i

(1)

Note that for comparison based sorts, the operations are
compares and for non-comparison based sorts, the
operations are typically some other numerical
operation(s).

We will use (1) to compute the upper bound for the
selected sorting algorithms. Clearly, we want to
maximize b and minimize k for better performance. For
the upper bound computations, we will assume k=1.

To derive the bound, we use the time required for up to
two FPGAs to sort as much data as possible in one

function call. Larger amounts can be extrapolated from
this figure.

5.1. Quick & Heap Sort Analysis

Both Quick and Heap Sort have Ω(Nlog(N))  run-time
complexity and can be implemented using the MIMD
architecture. Assuming we can use one parallel instance of
a sorter per bank of memory, the total parallel instances
we can issue during one function call is six. Therefore, we
can compute an upper bound performance for Quick and
Heap Sort as follows:

Let

€ 

n = 219 keys /bank,
b = 6 banks,

f = 100 × 106 Hz,
k = 1 cycle /operation,
i = n log(n) operations.

Then

€ 

U
QH

=
6 ⋅ n ⋅100 × 106

1 ⋅ n log(n)
=
600
19

× 106

= 31.58 × 106 keys / s

(2)

We should not expect to exceed this score for the given
parameters.

5.2.  Radix Sort Analysis

Radix Sort is a non-comparison sort with run-time
complexity of Ω(N). We can provide a tighter bound for
Radix Sort by observing that run-time performance is not
dependent on initial key ordering or distribution. One of
the constant multipliers for the Ω(N) bound is determined
by the integer key width (in bits) divided by the radix
width (in bits). Therefore, the larger the radix, the better
the performance. However, due to resource constraints
within the FPGA, the largest radix we can use for our
implementation is 13 bits. This means we will have to
make at least five passes through each bank to sort the
keys. This gives a new bound of Ω(5N) for the Radix
Sort. Note that this is slightly less than four times better
than the best for comparison sorts which is effectively
Ω(19N) since the memory depth for each bank is 219

words. Furthermore, since the Radix Sort implementation
we use requires 2 N  storage space, we will only be
permitted to sort three banks per function call; the other
three banks will be used as buffer space for the three
sorters. This results in the following for the upper bound:



2 Nov. 2005

5

€ 

U
R

=
3 ⋅ n ⋅100 × 106

1 ⋅ 5 ⋅ n
=
300
5

× 106

= 60.0 × 106 keys / s

(3)

5.3.  Bitonic Sort Analysis

The Bitonic Sorter implementation we use takes
advantage of a virtualization technique that allows smaller
networks to sort larger amounts of data [18]. The
architecture of this sorter is SIMD (see Figure 3) and the
run-time complexity is determined precisely by the input
data size N  and the number of parallel inputs p  of the
hardware sorter. The input size for the first SIMD instance
is p = 8 and we use b = 4 banks to hold the input keys
for this sorter giving N = 4n as the total input quantity.
Using these values, we determine the run-time complexity
as follows:

€ 

i =
N
2p

⋅ log(
2N
p
) ⋅ (1+ log(

2N
p
))

=
4n
2p

⋅ log(
8n
p
) ⋅ (1+ log(

8n
p
))

=
2n
p
⋅ log(n) ⋅ (1+ log(n))

(4)

We can now use (1) to find the upper bound as follows:

€ 

U
B4

=
4 ⋅ n ⋅100 × 106

1 ⋅ 2n
p

 
 
 

 
 
 ⋅19 ⋅ 20

=
p ⋅10 × 106

19

= 4.21× 106 keys / s

(5)

Next, notice that the run-time complexity for a four
input Bitonic Sorter working on 2 banks is equal to an
eight input Bitonic Sorter working on 4 banks. This
means we can instantiate an eight input and a four input
Bitonic Sorter and use the same scheduler to control both
sorters as they operate in parallel. They will complete in
exactly the same number of iterations. This allows us to
use all six memory banks and adjust our upper bound
computation as follows:

€ 

U
B6

=
6 ⋅ n ⋅100 × 106

1 ⋅ 2n
p

 
 
 

 
 
 ⋅19 ⋅ 20

=
p ⋅15× 106

19

= 6.32 × 106 keys / s

(6)

Note that the results from the eight input Bitonic
Sorter will be a sorted vector 4n long and the results from
the four input Bitonic Sorter will be a sorted vector 2n
long.

5.4. Merge Analysis

The Odd/Even Merge we implement in the FPGA is
also based on a network architecture. The implementation
uses a four input network with two outputs. The run-time
complexity is also determined by the input data size N
and the merger input size p. However, the merger is not
in-place; it uses two banks as the destination for the
merged result. This architecture was chosen in an attempt
to the avoid memory resource conflicts that arise as a
result of sorting in-place. This should result in an overall
faster merge time but reduces by half the number of keys
we can merge in one call. This accounts for the n/2 in the
numerator of the upper bound formula. Furthermore, since
N is now relatively small and the time to merge will be
correspondingly small, we can no longer ignore the DMA
transfer time:

€ 

i =
2n
p
2

 

 

 
  

 

 

 
  

(7)

€ 

T
1

=
k ⋅ i
f
, T

2
=
2N ⋅8
Ra

(8)

€ 

where T1 = time to merge keys,
T2 = time to DMA keys
N = total number of keys (2n), and
Ra = sustained DMA transfer rate (1.4Gb / s)

Then

€ 

U
M

=

4 ⋅ n
2
 

 
 
 

 
 

T
1

+T
2

=
2n

k ⋅ i
f

+
2N ⋅8
R
a

 

 
 

 

 
 

= 60.87 × 106 keys / s

(9)

6. Test Conditions

The benchmark scores were measured using a single
microprocessor node and a single FPGA node. Execution
times were measured using the C function gettimeofday().
All FPGA codes were compiled using mcc version 1.8
except where noted in Table 1. All microprocessor codes
were compiled using icc version 8.0 with the –fast
compiler switch enabled. The FPGA compiler contains no
optimization specific switches. Microprocessor codes were
not written to be dual processor aware; however, no
measures were taken to prevent the operating system from
utilizing both microprocessors during benchmarks. In all
but one case (Quick Sort), FPGA codes only utilized a
single FPGA chip for the FPGA node benchmarks.

The key quantity (N) for each benchmark was chosen to
maximize the number of keys the FPGA node could
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process with a single function call to the sort algorithm
being benchmarked. Equal key quantities were used on
the microprocessors and the FPGAs for a given
algorithm. However, except for Odd/Even Merge, FPGA
functions do not fully sort the keys; rather each instance
in an FPGA implementation sorts only the keys in the
bank(s) they operate on. The resulting sorted vectors are
treated as fully merged for the sake of this report. This
gives a slight advantage to the FPGA implementations of
Quick Sort, Heap Sort, and Radix Sort (Bitonic Sort on
the processor, like the FPGA version, was implemented
as a 4n and 2n sort due to the power of 2 restriction on
key quantity).

Keys were uniformly distributed and randomly
permuted before each sort iteration and speed
measurements were taken over ten consecutive iterations.
The reported results for each algorithm are the average of
the ten iterations. No external CPU loads were observed
before each measurement. The average performance for the
FPGAs includes the configuration time that occurs on
only the first of the ten iterations for a specific sort
function. The configuration time was measured to be
approximately 65 ms to configure a single FPGA
function and 130 ms to configure both FPGAs. The
FPGA average also includes the time required to DMA
the keys into and out of the local FPGA memories. This
time is determined by the total number of bytes
transferred divided by the average sustained bandwidth of
1.4 GB/s. For example, to completely fill or empty the
memories, the time needed is approximately 18 ms for
one way. The key size and type for all benchmarks was 64
bit unsigned integers.

7. Experimental Results

Experimental results are shown in Figure 4 and Table
1. Also listed in Table 1 are the FPGA slice utilization
for both FPGAs (a 0 in the second entry under this
heading means the second chip was not used for that
design) and the FPGA speedup as defined by:

€ 

FPGA speedup =
FPGA speed

Processor speed
(10)

 The overall performance winner is Radix Sort on a
single FPGA but it is only slightly more than 2x faster
than Quick Sort on the microprocessor. The results for the
two-way merge (see Table 1) reveal why we did not
pursue implementations with full hardware merging – it
is more efficient to merge with the microprocessor.
Overall, the results for the FPGAs were not as strong as
anticipated and the microprocessor results were stronger
than expected.

It is not clear what role the dual microprocessor
architecture may have played in aiding the
microprocessor’s performance; however, no specific
adjustments were made to take advantage of two

microprocessors. The question raised by this study is why
didn’t the FPGAs fare better?

In the case of Quick Sort and Heap Sort, we notice that
our actual performance is more than 10x below what we
computed for the upper bound. To understand why, we
examined the compiler report for Heap Sort which notes
that at least 12 delays were added to the innermost loop
as a result of several loop and memory dependencies. This
means that we have a total of at least 13 cycles per key
operation (including the one we would have for the
optimal case) for Heap Sort.  When we set k=13 and re-
compute the upper bound, we find UQH=2.43x106 keys/s
which is much closer to the observed 1.96x106 keys/s.

The compilation report for Quick Sort only notes a
single clock delay being added. The reason that more
delays are not reported is due to the way the compiler
optimizes code. The current version of the compiler only
attempts to pipeline innermost loops. The Quick Sort
code has two inner loops that occur in the mutually
exclusive branches of an if _ then A else B statement. The
loop in code block A is nested at the fourth level and loop
in code block B  is nested at the third level. What this
means is that a very large portion of the Quick Sort code
outside of those two inner loops is not being pipelined
and we receive no cues from the compiler to indicate how
well the code will perform. However, we can deduce that
the outer loops are likely contributing on the order of 10
additional clocks given the actual score.

We may be able to do better by writing our code in a
style more conducive to creating pipelined hardware.
SRC’s programmer’s guide [19] offers suggestions on
how to get better results from the compiler and we
attempted to follow those guidelines. However, in the
case of Heap Sort, we feel there is an opportunity to write
a more “pipelinable” version for an estimated 2x
improvement. Quick Sort does not appear as open to a
pipelined implementation.

A similar analysis for Radix Sort reveals that we have
two inner loops nested within the main loop. The
compiler reports adding at least two clock penalties to one
of those loops which means the other is fully pipelined.
Unfortunately, the longer loop is the penalized loop. If we
let k=3 and re-compute the upper bound, we find
UR=20x106 keys/s which is closer to the observed
12.99x106 keys/s. The penalties were due to loop carried
memory dependencies; it is not clear if the code can be
restructured to improve upon that figure.

The Bitonic Sort compilation report tells us that it
required five additional clocks per iteration in the main
(and only) loop. The new upper bound for k=6 gives
UB=1.05x106 keys/s. This agrees closely with the score we
attained (as expected, since this bound is much tighter
than the others). The penalties are primarily caused by the
need to multiplex two reads and two writes per algorithm
iteration because the sort is in-place. There is very little
opportunity to improve upon this performance by making
code alterations.

Finally, for the Odd/Even Merge, we note that the
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Figure 4. Sorting performance for 64 bit keys.

compiler reports adding one clock per iteration to the
main (and only) loop. The new upper bound for k=2
gives UM=46.67x106 keys/s. Note that this code was
optimized to include hardware predictors that identify
which keys will need reading for the next iteration. This
optimization saved five clock penalties. There is little
opportunity to improve on this number. It is interesting
to note that from (9) and the microprocessor score in
Table 1 we see that there is no way to surpass the
microprocessor using this algorithm implementation.

8. Conclusion

We looked at the problem of sorting on a
reconfigurable computer and compared the performance to
a contemporary microprocessor. The results show that the
reconfigurable computer has a slight edge over the
microprocessor in most cases but it does not perform as
well as we had hoped. One possible reason for this can be
illustrated using the results obtained for the two-way
merge.

When merging two sorted vectors, we can assume that
there is a high degree of data locality that can be exploited
by the microprocessor’s cache. The result for the
microprocessor implementation of the two-way merge
appears to support this assertion. To understand the
significance of this result, we examined the
microprocessor specifications and found that the version
of the Xeon (BX80532KE2800DSL6NS) used in the
microprocessor nodes contains a 512 KB cache that runs
at the full microprocessor clock speed of 2.8 GHz.
Assuming a 32 bit bus architecture, this gives an 11.2
GB/s cache bandwidth speed. By comparison, the FPGA
bandwidth to local memory is only 4.8 GB/s or
approximately 2.3 times slower than the microprocessor.
This is interesting when considering that the merge code
written for the microprocessor is a very tight loop as
shown in the following pseudo code:
a[N]=b[N]=infinity;
j=k=0;
Loop i = 0 to 2N-1 {
  if (a[j] > b[k]) merged[i] = b[k++];
  else merged[i] = a[j++];
}

Table 1 Sorting performance for 64 bit keys.

Algorithm
Processora

Speed
(106 KEYS/S)

FPGAb

Speed
(106 KEYS/S)

FPGAc

Utilization
(% SLICES)

FPGA
Speedup

Quick Sortd 5.66 2.32f 90, 84 0.41
Heap Sort 1.06 1.96f 55, 0 1.85
Radix Sortg 4.72 12.99f 33, 0 2.75
Bitonic Sorth 0.69 1.02f 27, 0 1.48
Mergej 77.03 36.00 40, 0 0.47
aProcessor node contains dual Xeon 2.8 GHz CPUs with 512 KB L2
cache and 1 GB main memory (shared). Processor code compiled
with icc version 8.0 using –fast optimization switch.

bFPGA nodes contain dual Xilinx VertexII6000 FPGAs clocked at 100
MHz with 24 MB local memory (shared). FPGA functions compiled
using mcc version 1.8 except where noted.

cSRC overhead ~ 5%. 0 indicates 2n d FPGA not used.
dMicroprocssor code is recursive & uses Insertion Sort for partitions ≤
20; FPGA code is non-recursive & uses pipeline sort for partitions ≤
10.

fResults do not include time to merge.
gRadix for microprocessor is 256; Radix for FPGA is 8192.
hMicroprocessor code is recursive; FPGA code uses bitonic sorting
network implemented in VHDL compiled using mcc version 1.9.

j
Two-way merge; FPGA uses Odd/Even Merge compiled using mcc
v1.9.

Since the microprocessor and cache both operate at 2.8
GHz, it is not surprising that this type of code executes
extremely quickly. If we assume the penalties paid by the
microprocessor for being a sequential machine are
minimized for codes like this, then the problem becomes
one of bandwidth to memory. Considering that many of
the sort codes contain relatively tight loops, the overall
results are not very surprising. This suggests that
microprocessor technology may be more suitable for
problems like sorting with low computational
requirements per memory access.

The overall results also provide clues for potentially
improving the architecture of the reconfigurable computer.
The FPGA utilization figures in Table 1 show that only
one algorithm (Quick Sort) used both available FPGAs in
a node. In each case where only a single FPGA was used,
additional memory banks would have allowed the use of
the second FPGA to improve performance. This could
easily provide an approximate 2x performance gain to
each of those algorithms. We note that we can also
improve memory bandwidth and FPGA utilization by
using FPGA block RAM instead of external RAM but
this will result in much smaller sort sizes and place a
larger burden on merging.

Another obvious influence on performance is clock
speed. Since FPGA clock speeds are currently an order of
magnitude below microprocessor clock speeds,
improvements in FPGA clock rates will provide a
proportionate gain.

A final observation regarding performance deals with
the compiler performance. There are obviously cases when
it is not reasonable to expect to be able to achieve the
upper bound values we computed for the algorithm
implementations. For example, when an algorithm has
inherent hardware resource conflicts, such as an in-place
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sort, we will incur some penalty to allow reading and
writing to the same physical memory (dual ported
memories could help limit this penalty). What we
observed is that the programmer and compiler both affect
the value k  found in the upper bound computation.
Performance is inversely proportional to k; it is therefore
desirable to have small k. A fully pipelined algorithm
will result in k = 1. We found that, among the factors
affecting k, coding style plays a large role in the
compiler’s ability to pipeline a function. Traditional
coding styles tend to be more difficult for the compiler to
pipeline. Our most successful coding effort in this regard
was Odd/Even Merge. In this code, we implemented
hardware prediction to help hide memory read/write
latencies that come into play when the next operand
depends on the current computation. Implementing these
changes succeeded in reducing k from 6 to 2 for a 3x
speedup.

It is not clear if similar techniques can be applied to the
other codes; however a preliminary examination of Heap
Sort suggested that it might be amenable to these types of
changes. The other way to affect k  is through
improvements to the compiler. During the course of this
study, SRC did release an update to their compiler,
however, we did not have time to do a comparative
analysis of versions 1.8 and 1.9.

We should mention that without the SRC C to gates
compiler, it is unlikely that we could have completed as
broad a study as this in the same time frame using only
traditional hardware description languages.

In the future, we plan to look for optimization
opportunities that we may have missed in this study
including greater use of FPGA block RAM. In addition,
because significantly better results using the SRC 6
against other problems have been achieved, we hope to
identify key algorithmic characteristics that affect
performance in reconfigurable processors and develop an
approach that can be used to determine the most suitable
hardware architecture to target for a given algorithm based
on those characteristics.
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