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Abstract - This article describes a novel, model-centric approach to the development of complex electronic systems, which enjoys the use of mathematical-based models throughout the system life cycle. Captured in the Petri net (PN) language, these formal models complement more traditional models that use VHDL or modern languages like SystemC.  This modeling approach was successfully applied to the design and development of an FPGA-based downlink board for space applications.  Through the use of PN models, system-level tradeoffs among design alternatives were studied and validated that optimized throughput, buffer sizes, dataflow control, and error containment strategies.  These same models were then refined with increasing detail, driving the design to maturity, and verifying design correctness through rigorous analysis.  Model-based testing was also performed, driven by simulated entropy rate data in realistic scenarios.  All PN models were constructed and solved with the Stochastic Model-Checking Analyzer for Reliability and Timing (SMART).
I.  Introduction

Testing is an essential part of the engineering method to verify that a newly developed system is functioning to expectation, but it cannot be relied on exclusively for verification.  Indeed, testing cannot be used very early in the concept formulation and design phase when key decisions are made, nor too late in the development phase when it may be too costly or disruptive.  We rather propose that model-based evaluation can fill this gap and provide guidance to a system designer at all phases of the system life cycle.

This paper describes a model-centric approach to the development of computer systems in general, and an FPGA-based data processing system for spacecraft downlink in particular.  This approach enjoys the benefits of three novelties throughout the development life cycle: 1) abstraction using one or more modeling formalisms, which can be appropriately chosen and mixed together in a single model study, 2) model checking for design verification using exact state-space exploration, and 3) model analysis using performability measures.  Formal models are constructed using the Petri net (PN) language in a way that complements models using more traditional and modern languages.

The paper is organized as follows.  Section I discusses the overall framework, software tool, formalisms, and model analysis methods that are key to our model-centric approach.  Section II then highlights the application of this approach to the engineering design and development of an FPGA-based downlink system.  Section III provides concluding remarks.
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Fig. 1.  “SMART approach” to model-centric engineering.

II.  The SMART Approach

As shown in Fig. 1, we take advantage of the PN modeling power and convenience to drive the development of SystemC and VHDL models that in turn specify the FPGA design details and are ultimately synthesized into the overall system design.  Other system components, as well as the architecture itself, are modeled in similar fashion then integrated together.  Model checking and analysis, hence virtual prototyping and testing, is performed iteratively with design refinement progressing into lower levels of abstraction.  Applicable model solution techniques vary from the analytical to exact numerical solutions and simulation depending on the level of abstraction.

A.
Framework


Formal modeling can benefit the engineering method in the following ways: in model capture (ensuring well-defined system requirements and design specification); validation (Are we modeling the right system?); verification (Are we modeling the system right?); analysis (performance and dependability tradeoffs and acceptance); realization (model-derived specification of salient features for the prototype, breadboard, engineering, and flight model developments); testing (model-based test cases and coverage assessment); iteration (repeat steps as necessary to refine the models and engineering design); integration (aided by well-defined interfaces and architecture); and deployment (preservation and maturation of models aid documentation, operation, diagnostics, and maintenance).

At the heart of this model-centric approach and its seamless progression through the development life cycle is a framework that employs an innovative software tool.  Referred to as the Stochastic Model-Checking Analyzer for Reliability and Timing, or SMART, it is a tool with roots in academia, its development over the last decade funded in part by the NASA Langley Research Center.  SMART provides the most advanced toolset for the logic and probabilistic analysis of complex systems  [1].  SMART can combine models written in different formalisms and provides numerous analytical and numerical solvers—all state of the art and practice.  For the analysis of logical behavior, both explicit and symbolic state-space generation techniques, as well as symbolic model-checking algorithms, are available in SMART.  For the study of stochastic and timing behavior in both discrete and continuous time, SMART permits numerical solution of stochastic processes (underlying the models) such as Markov chains with limited dependencies or more general chains with more complex state dependencies and timing, hence realism.

Models can be constructed compactly with high-level formalisms such as Petri nets or directly as Markov chains at the lowest level.  Custom modeling languages can also be used in SMART by specifying the language grammars.  We enjoy using PN models for the reasons discussed below.
B.
Petri Nets

PNs are bipartite graphs of places and transitions connected by arcs as shown in Fig. 2.  Places (drawn as circles) can contain an integer number of tokens (drawn as dots or denoted by a number inside the place).  The state of the net is given by its marking, which is the number of tokens currently occupying each place.  The PN changes its marking when an enabled transition fires, thus removing tokens from input places and depositing tokens in output places.  The actual number of tokens moved between places depends on the multiplicity of the input/output arcs (i.e., weights assigned to each arc with a default value of one).  The notion of time is introduced by requiring that an enabled transition delay (some deterministic or random time) before firing.  Petri net specifications also include the initial marking of the net, possibly more than one drawn according to some probability mass function.

In graphical form, PNs are also well suited for human consumption to aid requirements capture and traceability, notional design concept development, and design specifications.  As a formal model, the PN is mathematically based, well defined, and thus capable of unambiguous descriptions of design concepts.  Consequently, PN models are also well suited for computer input and automated analysis.  With the help of the SMART tool, a computer can generate the exact state space, all of the transitions the modeled system can take from one state to another, and the timing requirements of event sequences that cause these state transitions.  An exact analysis of such behavior can prove design correctness in early development phases before committing to VHDL coding, FPGA synthesis, and hardware fabrication.  

PN models can also support arbitrary levels of abstraction and fidelity throughout the development life cycle.  PNs can capture the diverse aspects of complex (computing and communications) systems, just as SystemC or VHDL can, only formally and with analytical tractability that merely depends on the level of modeling power employed.  For instance, a PN easily models state machines (finite automata with choice but no concurrency), dataflow graphs (concurrency but no choice), and queuing networks (dataflow with choice but no forks and joins), but it can also model much more complex algorithms and machines, including ones that are Turing complete.  This is convenient: by controlling the modeling power at various levels of abstraction—high levels early on and increasingly lower levels throughout development—the PN with its many analytical and numerical solution methods affords the user the most accurate calculations with the least amount of computing resources (execution time and memory) [2].

C.
Model Checking

Model checking entails the exact construction and query of the modeled state space.  In the case of PN models, which can allow very compact descriptions of complex behavior, the underlying state machine is described by its reachability graph of markings that can be reached from the initial markings.  Fig. 2 shows the reachability graph of the example PN given a single initial token in place p1.  Although the resulting reachability graph is close in size to the PN model in this case, the reachability graph grows exponentially in size very quickly as the number of initial tokens increases.  Because of this combinatorial explosion of states SMART implements advanced and very efficient data structures and algorithms to deal with large state spaces by exploiting structural patterns that are usually present.  Both explicit and symbolic state-space generation techniques, as well as symbolic computation tree logic (CTL) algorithms, are available [3].  All this allows extremely large state spaces to be generated and explored on a modern desktop computer.
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Fig. 2.  An example Petri net model (left) and reachability graph (right).

Other tools that cannot accommodate large state spaces must either avoid them with approximate solutions or simulation, or be rendered useless, thereby requiring the modeler to impose simplifying assumptions that reduce complexity.  The advanced data structures unique to SMART allowed us to avoid artificial restrictions in most cases, thereby affording us more freedom of expression and greater fidelity in the modeling results.

Also, as portrayed in Fig. 1, model checking can be used to iterate requirements specification with modeled concepts and design solutions until convergence is reached, thus providing a unique ability to impose “closed-loop control” over the development life cycle.  This in turn ensures that design and development starts off on the right path and stays the course.
D.
Model Analysis and Testing
PN models generate reachability graphs that are isomorphic to stochastic processes, or chains when the state space is discrete.  Stochastic processes can result from probabilistic selection of contemporary firing sequences among competing choices or by defining firing delays as random variables.  SMART provides both sparse-storage and Kronecker-based numerical solution algorithms when the underlying stochastic process is a Markov chain (i.e., the future evolution of the chain is conditionally independent of its past history given only the present state).  Alternatively, certain classes of chains, which are semi-regenerative, can also be solved numerically [4] while discrete-event simulation is always available regardless of the underlying structure.

Our model-centric design approach also introduces an innovative analysis technique to the development life cycle that numerically calculates the performance and dependability tradeoffs among design alternatives, simultaneously within the same model.  Referred to as performability, the novelty of this measure stems from the use of reward/cost structures superimposed onto the system model to assess overall system performability: the simultaneous consideration of performance in the presence of faults or other undesirable behavior [5].  Performability evaluation thus seeks to determine bottom-line, user-oriented, measures of performance taking into account changes in performance due to faults.  Simultaneous consideration of performance- and fault-related behaviors is very important when assessing degradable (as well as reconfigurable) systems, where faults (such as transient, single-event upsets from radiation effects) can occur that impact system behavior, but do not cause the system to fail completely.

III.  Application

This section presents some of the models and calculated performance results of an FPGA-based data processing system that provides data compression and CCSDS packet segmentation for spacecraft downlinks.  Though originally developed for the NASA/NOAA GIFTS Instrument Control Module, this so-called Downlink Board was engineered to be general purpose enough to service many other space applications.  Its design and development used the model-centric approach described above, and some highlights are presented below.

A.
Technical Description


The Downlink Board (6U CompactPCI form factor) takes input from a PCI bus (1 Gb/s maximum rate) and outputs a serial bit stream at a synchronous 80 Mb/s (nominal rate, actual rate can be programmed up or down).  Clearly, these disparate input/output rates require data compression, which is performed losslessly using the Universal Source Encoder for Space (USES) [6].  Although data compression is optional, depending on the class of data and throughput rates, data is always segmented into packets for transmission according to the CCSDS standard protocols (see [7] for details).  The virtual channel data units (VCDUs) of 1100 bytes each set the maximum transfer unit for packets.  A fixed-length transfer frame is then created using Reed-Solomon encoding, randomization for better transmission efficiency, and prefixing with synchronization bits.  The synchronous bit stream is output via Low-Voltage Differential Signaling (LVDS) lines.

B.
Input Preprocessing Model

The preprocessing of arriving input is modeled with the PN shown in Fig. 3.  The Downlink Board is optimally designed to receive and process data in 2-KB blocks over the PCI bus using control flow with the sender (so as not to overflow the Input Queue).  The Input Queue (FIFO) is used for buffering, which is modeled with a PN place where each token represents a 32-bit datum (received from the PCI bus).  The dashed arc with non-unit multiplicity is a test arc, which means that the Unpack Input transition is disabled when fewer than 1/4·Bi+1 tokens reside in the Input Queue place.  This models the fact that the data compression is not initiated until a sufficient amount of data (more than 1/4·Bi = 512 words) is available, which ensures the process does not stall in the midst of encoding a compressed data packet.  One other condition must also be satisfied before initiating data compression: the assurance of enough space in the USES Queue for the compressed data packet that will be output from the USES without any provisions for flow control by the chip directly.  Flow control is instead provided indirectly by ensuring that the USES Queue is at most 3/4 full (capacity parameter given by Bu).  This is modeled with an inhibitor arc (arc terminating with a bubble rather than an arrow).  Unlike regular input arcs, which enable transitions when the number of tokens in input places are equal to or greater than the connecting arc multiplicity (and those tokens are subsequently removed when the transition fires), inhibitor arcs disable transitions when there are fewer tokens than what is required by the multiplicities (and the tokens are not removed, as is also the case for test arcs).  When a transition fires, output arcs always deposit tokens to connecting places according to the arc multiplicities.  

Once started, the preprocessing is faced with a small dilemma: the USES chip has a maximum input width of 15 bits, which is one bit short of the conventional 16-bit words.  So the design accommodates the extra bit by routing the least significant bit of each word around the USES function
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Fig. 2  Functional dataflow diagram of the Downlink Board.
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Fig. 3.  Petri net model of the Input Preprocessing function.

and rejoining the dataflow within the packet payload, as described by the two parallel paths in the model that ultimately join at the VCDU function.  The LSBs are held in a byte-wide queue until ready to rejoin the main dataflow passing through the USES Queue.  The Write LSBs transition  models this by firing whenever eight tokens (each representing a LSB) accumulate in the LSBs place, thereby removing all eight tokens, and depositing one token (representing a byte of LSBs) in the storage queue.  Timing in the form of firing delays or throughput is captured in the model. 

PNs also allow the construction of a model hierarchy by allowing a transition to represent a subnet that shares the input and output places for communication of tokens.  The boxed-shaped transitions marked “USES” and “VCDU Function” are further detailed into subnets below.

C.
USES Model

The USES Model captures the salient features of the data compression algorithm performed by the USES chip.  As described by the model in Fig. 4, which closely matches the USES specification, blocks of J input samples are compressed separately into packets containing a total of BlkRef·RefPac samples.  The compressed packets will have a variable-length that depends on the data entropy.  This random variable is modeled with a binomial distribution with transitions Bit and Reduce and parameter b, the probability that transition Bit fires instead of Reduce.  These two transitions are immediate transitions, which fire in zero time after becoming enabled.  Compressed data packets are output one word at a time to the USES Queue, which is modeled with a place.  By design, this function compresses precisely 1K input samples within every output packet, save for residual data at the end that may not fill out the last 1K block.  Consequently, we know that not only does each packet (except, possibly, the last one) compress 1K samples, but that at most 128 bytes can be reserved within the CCSDS packet payload to transmit the LSBs for each sample contained therein.  For simple error containment purposes, we simply define a CCSDS source packet to be the combination of a (variable length) compressed-data packet and the (fixed, maximum number of) LSBs.  This way, a lost or erroneous packet will not affect the decoding of adjacent packets at the downlink receiver.  Although a random variable, the size of each packet is known when the final word is output from the USES chip and this information is stored in the Auxiliary Queue and later used in the packet length field when constructing the CCSDS packet header.

D.
VCDU Function Model 

The Output Queue buffers the byte-sized data (at most 4 KB) between the VCDU function and the function that creates channel access data units (CADUs), which are fixed-length transport frames (each 1264 bytes).  To prevent overflow and subsequent loss of data, the VCDU FPGA is deactivated (prevented from reading packet data and writing VCDU data) when the Output Queue (modeled as a place) occupancy becomes 3/4 full (modeled with the inhibitor arc and capacity parameter Bo = 4K).  Although not shown here, a similar model captures the creation of idle packets that 
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Fig. 4.  Petri net model of the USES data compression function.
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Figure 5.  Petri net model of the VCDU function.

prevent Output Queue underflow from the steady demand for data by the CADU function, without which would result in a loss of synchronization with the downlink receiver.

This model shows the sequence of writing an 8-byte VCDU header followed by 1092 bytes of packet data, which consists of a 6-byte primary packet header, 1-byte secondary header, and 1085 bytes of payload.  It also shows the decoupling between writing a new VCDU header from writing the packet data that fills a VCDU.  A Data Queue (modeled with a place) buffers these two asynchronous processes.  The remaining details of writing the secondary header and payload into the Data Queue is not shown but is similar in complexity with the VCDU function model shown above.

E.
Modeling Results

Model checking and analysis was used to facilitate early requirements definition, analysis, concept validation, and refinement.  This ensured that we understood the system to be modeled and that the properties exhibited by the modeled state space were also present in the requirements specification and vice versa.  Conflicts uncovered several ill-conceived design concepts, modeling mistakes, and even ill-defined or incomplete requirements specifications.  The quality of these models enabled rapid design, sizing of queues and services to match the dataflow demand, and virtual prototyping, all of which saved time and money. 

Performability measures defined on these same models also provided estimates for data throughput, resource utilization, queuing performance (occupancy and delay), data packet performance (size, overhead, effective throughput), communications performance, blocking probability of shared resources, and the CCSDS data transport protocol performance.  All calculations were obtained from numerical solutions of a composite model consisting of the PN sub-models presented above, which were combined with other sub-models of other design aspects not shown.  A complete technical description of the design models and performance results can be found in [8].
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Fig. 6.  Throughput performance predictions from the Downlink Board composite model.

Analyzing performance with respect to data compression is especially important in proving design correctness and stressing the design to its limits.  Under conditions of varying entropy rates, we observed proper dataflow control, queuing, and throughput—i.e. no data loss, good buffering between asynchronous processes, and efficient processing of data at the requisite throughputs.  The performance results of the end-to-end dataflow queuing system are shown in Fig. 6.  Data entropy rates provided a model parameter that was varied according to the darkest line shown in the graph.  Also shown is the minimum entropy value of 3.5 bits, a mean value of 5.9 bits, and a worst-case value of 14.7 bits.  Solving the model, the calculated arrival rates at each queue (Input, USES, Output) arranged in tandem is shown and labeled.  

The correlation of queue arrival rates with the entropy rate of the data is clear.  Under worst-case conditions, the arrival rates at each queue are affected in varying degrees: the most dramatic impact occurs at the Input Queue, less at the USES Queue, and least at the Output Queue.  This was expected as the downstream queues become congested under high entropy rates that result in larger data packets.  Nevertheless, the flow control, as modeled above, ensures no loss of data (no queue overflow) and the congested state of the queues eventually gets communicated upstream to the Input Preprocessing function so it can hold-off future arrivals from the sender via PCI bus flow control.  Finally, notice the output rate of the modeled Downlink Board—the actual throughput that drives the transmitter—is fixed at 10 MB/s (80 Mb/s).  This is as it should be despite the varying arrival rates at each queue.  The model predictions, therefore, validate the design goals.  Overall, our modeling results predicted the Downlink Board efficiency in processing payload data to be about 85 percent, which was consistent with measurements taken later with the actual hardware shown in Fig. 7.
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Fig. 7.  Spaceborne Downlink Board with Actel SX-class FPGAs.

III.  Conclusion
Our SMART approach offers the latest advances in capabilities for the practical application of modern formalisms while managing the complexities of realistic modeling studies.  Utilizing formal models in the development of the downlink board allowed us to: 1) assess the true usefulness of the proposed system in terms of real quality of service over its mission time, 2) reduce the life-cycle cost via accurate and timely trade studies, and 3) perform the rapid design, analysis, and verification of the system before committing to hardware and software.  Indeed, the process of constructing formal models generated important and timely questions and considerations at appropriate levels of detail that otherwise would have gone unanswered until much later and oftentimes too late for easy resolution.  PN models proved very useful as a common language among engineers and managers to discuss concepts, capture and analyze design ideas, and ultimately have the results translated directly into VHDL for design synthesis.

We have also successfully applied this approach on other NASA projects to develop new concepts and technologies.  For example, a new Phased Delay Petri Net model was developed to study aeronautical data link systems under NASA contract No. NAS1-99124.  More recently, the lead author is working with the NASA Langley Research Center as a co-investigator to design and develop a new Reconfigurable and Scalable Computer (RSC) for space applications, which is funded by NASA's Exploration Systems Mission Directorate.  The “SMART approach” described here is being used to formally model the RSC system architecture throughout its four-year development.
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This models the process of creating a fixed-length VCDU (of 1100 bytes) containing (data or idle) packets—a function implemented within the VCDU FPGA.  As the model shows, a new VCDU is created when ready to do so (a token resides in place “Start New VCDU”) and there is sufficient room in the Output Queue (occupancy less than ¾ full where full = Bo = 4 KB). The VCDU creation process always begins with writing the VCDU header, which requires 8 bytes and is written directly to the Output Queue; this takes 8 clock cycles.  After writing the VCDU header, control is passed to the “Packetizer” (modeled by placing a token in “State of Writing Packets); the process is now packet driven.  Packets can contain either (real) source data or idle data (zeros); the latter is used as fill in the absence of source data.  The total “Data Space” reserved for packet (source or idle) data is 1092 bytes, which is credited at the start of every new VCDU (modeled by placing 1092 tokens in place Data Space).  The 16x8 (FIFO) Data Queue is used to multiplex data from different sources: Aux Queue, LSBs Queue, and USES Queue, as appropriate.  The Data Queue allows the process of gathering and formatting information for the creation of packets to be asynchronous with the process of actually writing the data to the Output Queue.  The output process (modeled by transition Write Data) is enabled if there is available Data Space, something in the Data Queue to write, and the Packetizer is not in a state of starting a new packet.  If the Packetizer is in a state of starting a new packet (token resides in Start New Packet place) then we can also expect the Data Queue to be empty. Being packet driven, the Packetizer process idles until the arrival of a source packet or until idle data is needed in the absence of source data to transport.  A non-empty Aux Queue implies the existence of a source packet to process.  This is followed by the creation of a 6 byte primary header for the packet; the packet length, L, as well as “end bits,” are also obtained from the Aux Queue.  After writing the packet primary header, the process immediately continues to complete the packet (modeled on the next slide).  Each byte of data moved from the Data Queue to the Output Queue and the 6 bytes for the primary header of each packet debits the Data Space accordingly (token is removed from the Data Space place for each byte written to the Output Queue).  One clock cycle is required to write each byte to the Output Queue.  When the Data Space is depleted (no tokens left), a new VCDU must be created, which credits the Data Space with another 1092 bytes for packet data.
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The process of completing a packet of USES-compressed data, is modeled here.  Firstly, a 1 byte secondary header is written to the Data Queue, which records the “end bits” and requires one clock cycle.  Secondly, the 128 bytes of LSBs are moved from the LSBs Queue to the Data Queue using one clock cycle per byte.  Third and lastly, the USES packet is moved from the USES Queue to the Data Queue.  Because the USES Queue stores (16-bit) words whereas the Data Queue stores bytes, two clock cycles are required to move one word from the USES Queue and write two bytes to the Data Queue.  Because the Packet Length of the USES Packet is given in bytes, the total number of words to remove from the USES Queue is one-half the Packet Length; hence the multiplicity 2 at the appropriate input/output arcs at transition “Write USES Packet.”  The last byte may be all zeros and will be dropped if so, as previously modeled.  Data is written to the Data Queue only if its occupancy is less than ¾ full (full being Bd = 16 bytes).  After writing the USES Packet, the process can repeat for the next packet (token is placed in “Start New Packet”).  The process of completing a packet may require that the packet continue over multiple VCDUs.  Such a need is recorded in the state of a token residing in any of the places directly below the “Write” transitions with input-output self-loops with the respective places.  In this way, the progression of the (control) token from one of these self-loop places to the next is asynchronous with the VCDU creation process and this progression (over any number of VCDUs, as needed) must complete with the token returned to the Start New Packet place before the next packet can begin.  Note, in reality, the design uses counter to determine when it is okay to start the next packet (modeled by the firing of the transition Last).  Here, however, we abstract away those details by employing an inhibitor arc from place Data Queue to transition Last that tests whether the Data Queue is empty; the two models are equivalent. This ensures that the primary header information for a new packet cannot be written to the Output Queue until the last of the data for the current packet has been written there first.
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The above highlights the throughput, queuing, and compression performance.  It shows the throughput of data as it arrives first at the Input Queue, compressed and stored in the USES Queue second, then in the Output Queue ready for encoding, and finally out to the transmitter.  Again, the simulation was trace driven using expected entropy rates typical of IR data at the 0.6 cm-1 around ZPD (see black curve).  While the data has entropy rates low enough to compress better than 4:1, around ZPD there’s hardly any compression at all.  So a mean arrival rate of about 20 MBps will slow down as the Downlink queue become congested under higher entropy rates, and the data will pile up at the Memory Board.  When entropy rate decreases back to typical levels, there is now a supply of excess data at the Memory Board and internal Downlink queue to temporarily raise the throughput at each queue.  Overall, a 3.4:1 compression ratio is achieved by the USES, which is reduced to 2.4:1 by CCSDS overhead, and down more by the RS encoding and sync bytes to just over 2:1 at the transmitter.  The 2:1 compression ratio is enough, however, to get the job done with an efficiency of 86%, which includes any inserted idle data. 
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To terminate a packet, we must be able to “flush out” the residual bits from encoding previous Rice Blocks.  This is done with the End Packet signal, which we have modeled above.
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The SMART toolset is a creation by Dr. Gianfranco Ciardo, formally of the College of William & Mary, now with the University of California, Riverside, Dept. of Computer Science.  Dr. Rob Jones of ASRC Aerospace Corp. is a co-developer in the areas of phased-delay Petri nets and the numerical analysis of Markov chains, semi-regenerative processes, and discrete-event simulation with regeneration times.
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