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Abstract
With bandwidth and throughput capabilities of modern optical networks increasing rapidly, it is becoming more and more important to not only protect the data utilizing these networks but also provide optimal throughput. Encryption of transmitted packets using the AES encryption algorithm provides both superior strength and efficiency when compared to other symmetric encryption methods as well as standard public key algorithms. Typical optical links have throughput capacities that range from tens of gigabits per second to hundreds of gigabits per second. Even with modern FPGAs rapidly evolving in terms of both silicon area efficiency and performance, conventional architectures do not offer the throughput required for efficient use of optical links.
We study several alternative implementations of the AES algorithm on Xilinx Virtex-II and Virtex-4 FPGAs. The algorithm is flexible enough to allow multiple implementations and multiple encryption modes as well as support different degrees of pipelining. Typical encryption pipelines perform several operations – a single round of encryption - per pipeline stage; more advanced and higher-performance encryption pipelines utilize pipelining within each round of encryption. Additionally, the nonlinear transformation utilized by the AES algorithm has multiple possible implementations. We study the performance and efficiency of deeply pipelined encryption architectures with varying degrees of reconfigurability. We show that throughputs of more than 66 Gb/s can be achieved using various encryption modes, including electronic codebook mode, counter mode, and staggered cipher-block chaining mode.
1. Introduction

In the past few years, FPGA hardware has continually evolved. The Virtex-II Pro family includes one or more on-chip PowerPC processors whereas the Virtex-4 family provides the highest performance and greatest flexibility yet seen in a reconfigurable architecture. [1] As a result, designers can be more aggressive with their architectures. The AES algorithm’s suitability for both software and hardware implementation is well known. The ability to achieve very high throughputs on modern FPGA architectures coupled with their online as well as offline reconfiguration capability makes them an ideal choice for high-performance encryption systems. [2,3] Energy consumption of FPGA systems is improving as well, though still not as efficient as comparable ASIC implementations.
Conventional pipelined approaches can achieve relatively good performance. This is a straightforward architecture and the easiest to implement. Each round is implemented within a pipeline stage, with hardware for each individual being duplicated. One cycle generally accomplishes one round of encryption; for 128-bit AES an encryption operation is completed within 10 or 11 cycles depending on the specific architecture. Throughput for such an approach ranges from 17.8 gigabits per second on a Virtex-II to 28.3 gigabits per second on a Virtex-II Pro. ASIC pipelined architectures achieve even higher speeds, with throughputs ranging from 25 gigabits per second to 47.4 gigabits per second. [4,5]
Other unconventional architectures, such as those based on a single-round parallel approach, utilize a single encryption round as well as a dynamic key scheduler to perform a single encryption with an optimal balance of performance and area efficiency. These blocks can be duplicated to scale throughput; a high-performance FPGA approach can achieve between 17.77 gigabits per second and 22.298 gigabits per second on a Virtex-II Pro architecture. ASIC implementations achieve even further performance at the expense of reconfigurability. As with pipelined architectures, ASIC parallel architectures are considerably fast; they can achieve throughputs of up to 38.78 gigabits per second. [3,5]
More intriguing approaches involve inner-round pipelining. A round of the AES algorithm involves four operations. The first, byte substitution, is a nonlinear transformation performed independently on the individual bytes of the operand data. This operation can be implemented in two practical ways – the first and more conventional way involves a lookup table, and the second involves performing the actual mathematical transformation. [6] This will be discussed in detail further in this paper. The second operation is a shift operation performed on and within four-byte groups of the operand. This is basically a reordering and by any scenario involves no more than routing channels. The third operation is a field multiplication operation, performed again on four-byte groups of the operand. This operation contains several levels of logic and is generally the second slowest stage, with the byte substitution being the slowest. The last operation is a simple XOR with the round’s key data. By breaking up each operation into an individual clock cycle, the clock rate can be increased substantially with no effect on continuous throughput.
2. Related Work

While the AES algorithm itself is only several years old, research has proceeded in new directions faster than many have expected. Work has been done on both inner-round pipelining as well as alternative implementations of the byte substitution, initially suggested by one of the algorithm’s creators. Early Inner-round pipelined approaches had generally not fully exploited the performance possibilities of such an approach, though the possibilities were apparent. [7,8] However, some promising research indicates FPGA throughput of 21.5 gigabits per second on a Virtex-II Pro device. Speculative ASIC results indicate inner-round pipelined encryption results between 30 gigabits per second and 70 gigabits per second. [9,10] High-performance ASIC encryption in CBC mode, in which no computation parallelization is permitted, achieves a throughput of 11.6 gigabits per second. [11]
One earlier implementation of an outer-round pipelined architecture on a Virtex-II achieved a throughput of 17.8 gigabits per second. This was one of the first published implementations of a combinatorial implementation of the byte substitution operation; performance and area benefits were apparent. [4] Finally, we note that previous work from Xilinx on the DES algorithm indicates the benefits of offline key scheduling, where keys are calculated at design time. [12]
3. Conventional Architectures

Typical AES implementations consist of sequential architectures, which implement a single round and can operate in most encryption modes, or pipelined architectures, which unroll the encryption loop and duplicate each round in silicon. Previous research has indicated that a parallel architecture, consisting of any number of independent sequential encryption blocks, has advantages in terms of area efficiency as well as scalability of performance and energy consumption. [3] All architectures are capable of encrypting in counter (CTR), cipher block chaining (CBC), and electronic codebook (ECB) modes; however, pipelined architectures are poorly suited to CBC since feedback is required. To alleviate this, we implement a longer initialization vector and stagger the chaining, so that many independent chains are created. In this mode of operation, the encrypted output of a block is XOR’ed with the next incoming block (many cycles ahead) rather than its immediate successor. This mitigates the problem of repeating ciphertext seen with the ECB mode of encryption. We note that for most military and aerospace applications, CBC is not suitable because an error in any encryption block propagates throughput the remainder of the message causing maximum downstream corruption. In any environment sensitive to soft errors, this is of paramount importance.
Both architectures can utilize alternative implementations of the byte substitution module. The parallel architecture’s performance is based on the encryption round being an atomic operation. Inner-round pipelining removes the atomic property from the encryption round. This creates an inherent conflict in the parallel architecture, as following any given input, there are two places within the architecture that are ready to accept data. For example, at the start of processing, the first cycle distributes data to the first block. The second cycle must distribute data to either the second block or the first block, as both can accept data. The ideal method is to use the first block until it is saturated, distributing data to it until its pipeline is full. Thus, we effectively decrease the key flexibility of the parallel system while still maintaining its throughput. However, the parallel architecture’s primary advantages are key flexibility, area flexibility, and security. For a pure performance system, pipelined architectures have a clear advantage. [3]

Figure 1 on the following page illustrates the basic architecture of each conventional implementation. Contained within the parallel 

Figure 1: Overview of Sequential, Parallel and Pipelined Architectures
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Table 1: Summary of Conventional AES-128 Implementations on ASIC and Virtex Platforms

	Implementation
	Combinational Area
	Frequency
	Dynamic Power
	Throughput

	Virtex-II Pro (Single)
	1736 SLICEs
	199.96 MHz
	0.300 W
	2.327 Gbps

	Virtex-II Pro (Parallel)
	21997 SLICEs
	179.53 MHz
	3.248 W
	22.30 Gbps

	Virtex-II Pro (Pipelined)
	12728 SLICEs
	221.14 MHz
	1.910 W
	28.30 Gbps

	ASIC (Single)
	46877
	353.35 MHz
	0.135 W
	4.111 Gbps

	ASIC (Parallel)
	522881
	303.03 MHz
	2.607 W
	38.78 Gbps

	ASIC (Pipelined)
	304442
	370.37 MHz
	1.495 W
	47.41 Gbps


architecture are sequential architectures, each capable of performing a complete encryption operation.  Smaller devices and I/O constrained devices can benefit from both the sequential and parallel architectures. We do not focus on the implementation of conventional architectures in this paper. However, Table 1 on the following page illustrates the performance statistics of these conventional implementations. Note the inclusion of standard-cell ASIC performance statistics as well as energy consumption statistics. This helps provide a fair comparison with the alternative architectures studied in this paper. Note that energy consumption does not scale linearly in most cases; pipelined approaches are noticeably efficient in terms of power. [5]

4. Combinatorial Byte Substitution

Now we consider the byte substitution operation (also known as the S-box), a nonlinear transformation. This consists of operating on bytes independently in the Galois field GF(28). The operation consists of a multiplicative inverse followed by an affine transformation. While both the multiplicative inverse and the affine transformation can be implemented as lookup tables, this does nothing to improve the performance. We start with the knowledge that the standard implementation is a lookup table, often implemented as a 256x8 read-only memory.
The primary objective is to reduce the complexity of the operation. Rijmen notes that the operand, in this case a byte in GF(28), can be expressed in terms of GF(24). Thus, the 8-bit multiplicative inverse can be accomplished through simple operations on the resulting 4-bit operands. Square and inverse operations are not particularly complex on 4-bit operands; this allows the operations to be performed much faster. Additionally, the affine transform following the inverse need not be done in a lookup table. Rather, a simple series of XOR operations achieve the affine transformation. In practice, the byte substitution can be done mathematically. This requires two conversions in the Galois field – the data must be converted to a finite field polynomial and then transformed back following the arithmetic operation. Other operations consist of simple XOR operations, 4-bit multiplications, and 4-bit squaring operations. Additionally, a 4-bit inversion is performed. The simplicity is realized by operating on 4-bit operands rather than 8-bit operands, resulting in both greater speeds as well as decreased area. [6,13]
We must note the drawbacks of such an approach. First, we show that the energy consumption of this method far exceeds that of a ROM-based approach as it is logic intensive. Also, the computational complexity is considerably increased – logically, we can see that the critical path of the byte substitution is considerably longer than the ROM-based byte substitution, which is basically an atomic operation. As such, the computation time of each byte substitution implementation as an atomic operation is considerably different, with the ROM-based approach being significantly faster. Once the combinatorial byte substitution is reduced to five atomic operations, the arithmetic requires five cycles whereas the ROM lookup requires only one. As we will see, the critical path in the combinatorial byte substitution has a logic depth of nine. Though these operations are not complex and consist mainly of simple gates, it is enough to show a significant difference in energy consumption. Before we mitigate these problems, we must note that energy cannot easily be reduced through design techniques.
However, despite its increased complexity, we note that the area of this approach is considerably less than that of a distributed memory ROM-based approach and also requires no on-chip memory. This is especially useful if the device application either has no on-chip memory or requires the memory for other operations. To improve the performance of the combinatorial S-box, we can pipeline the byte substitution operation itself. This does not affect overall system throughput negatively, but does increase the latency for a single encryption operation. A flow graph of the operation indicates an inherent sequentiality that can be exploited. By dividing the byte substitution into 5 distinct stages, we can achieve a significant performance improvement while also improving on area efficiency. An individual byte substitution using this approach takes 50 SLICEs and can be clocked at more than 519 MHz. Pipeline registers account for a small percentage of that area; area-constrained systems without performance requirements may consider scaling back the degree of pipelining. Without pipelining, the area required is reduced to 44 SLICEs while the clock frequency is decreased to approximately 140 MHz. By comparison, a distributed-memory ROM requires 64 SLICEs and can be clocked at 275 MHz. Thus, we can see an area benefit of nearly 22% while also seeing a performance gain of more than 77%. The use of on-chip memory requires no SLICEs and can be clocked at 465 MHz, which is also an attractive alternative provided the memory is freely available. Ultimately, the decreased latency and widespread availability of on-chip memory makes the ROM-based S-box a more efficient solution for pure performance, though it is important to note that combinatorial devices can still provide exceptional performance in other cases.
5. Alternative Architectures

Given an alternative implementation of the S-box, we can develop encryption systems based on these architectures. Specifically, fully pipelined encryption architectures can utilize the staged combinatorial byte substitution to increase the clock frequency of the system while simultaneously decreasing the area requirements. Logically, increasing the depth of the pipeline increases the latency of the individual encryption operations as well; this is acceptable as it does not affect overall throughput and intended applications likely see constant bandwidth saturation.

Byte substitution occurs in each round of encryption architecture as well as in the key scheduling module. With online key scheduling, these two operations can be done in parallel. This has no effect on the system’s overall operation. Offline key scheduling has benefits in both area and speed, but this is primarily due to the simplified datapath. In offline key scheduling, all round keys are specified at compile time, and key hardware consists of nothing other than storage for the round keys. Offline key scheduling is an attractive alternative where physical security and reconfigurability are not of critical importance. It is important that the shortcomings of offline scheduling, such as the lack of physical security and reconfigurability, can be mitigated.
The use of the combinatorial transformation requires pipelining within the operation. Since pipeline registers can utilize the flip-flops contained within each logic cell, there is only a minimal silicon area penalty. There are several intuitive locations for pipeline stage breaks within the combinatorial substitution architecture. Registers are placed after relatively time-consuming operations, such as multiplicative inversion, squaring, and multiplication. Also, the initial and final conversions are separated from the arithmetic operations. This allows for a nearly threefold increase in clock frequency. We cannot realize the full speed gains since routing within a larger system (including the rest of the encryption algorithm) is likely to experience greater delays. Figure 2 below illustrates the structure of the combinatorial byte substitution module. Previous research indicates this basic architecture (and its variants) is likely the ideal architecture for combinatorial substitution. [6,13] Note the critical path, shown below with a bold line, has a depth of 9. In an FPGA, deeper pipelining is required for high performance as each stage is implemented similarly. For optimal performance, in an FPGA the pipeline consists of five stages as shown.
Another logical extension of the conventional architectures, which implement the entire encryption round in a single clock cycle, is to maintain the conventional ROM-based S-box while extending pipelining with the encryption round. This has individual latency benefits with respect to 
Figure 2: Combinatorial Byte Substitution
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the combinational approach, as byte substitution requires only one cycle. Using dual-ported memory available on most FPGA devices saves logic resources while also providing efficient utilization of the memory resources. Ultimately, with consideration given to both area and performance, ROM-based approaches are a better option for FPGA devices. This holds regardless of whether logic resources or memory resources are used to implement the substitution modules. ASIC devices perform much better using the combinatorial approach as single gates are considerably faster in standard cells than in FPGA devices.

Another logical extension of the conventional architectures, which implement the entire encryption round in a single clock cycle, is to maintain the ROM-based S-box while extending pipelining with the encryption round. This has latency benefits with respect to the combinational approach, as byte substitution requires one cycle. 
Using dual-ported memory available on most FPGA devices saves logic resources while also providing efficient utilization of the memory resources. Ultimately, with consideration given to both area and performance, it seems that ROM-based approaches may be a better option for Virtex FPGA devices. This holds regardless of whether logic resources or memory resources are used to implement the substitution modules. ASIC devices perform considerably better using the combinatorial approach as single gates are considerably faster in standard cells than in FPGA devices.
6. Performance Comparisons

Our initial performance expectation of these architectures is that the combinatorial approach to byte substitution will yield a higher clock rate. We know that this comes at the expense of greater latency as a deeper pipeline is required. The logic depth of the combinatorial substitution is nine, as seen above, and five pipeline stages provide an optimal balance of speed. As shown in Table 2 above, a fully pipelined combinatorial substitution architecture, when combined with offline key scheduling, can yield more than 66 gigabits per second in a Virtex-II Pro device. This is a substantial improvement over conventional architectures implemented in both FPGA and ASIC devices. Results for conventional architectures are included for comparison. Note that the performance of conventional approaches cannot match those of inner-round pipelined architectures. A combinatorial architecture using an online key scheduler uses significantly more area but attains an identical clock speed. The benefits of online key scheduling are not reflected in the performance numbers, as it uses more than 25% more area than the associated offline key scheduling implementation.

Table 2: Comparison of ROM-Based and Combinatorial Inner-Round Pipelined AES Architectures 

	Architecture
	FPGA
	Frequency
	Throughput
	Area
	Key Scheduling
	Dynamic Power

	ROM
	Virtex-II Pro
	440.82 MHz
	56.42 Gbps
	3475
	Online
	4.568 W

	ROM
	Virtex-II Pro
	471.47 MHz
	60.35 Gbps
	2643
	Offline
	4.133 W

	ROM
	Virtex-4
	339.47 MHz
	43.45 Gbps
	3588
	Online
	3.015 W

	ROM
	Virtex-4
	446.75 MHz
	57.18 Gbps
	2827
	Offline
	3.315 W

	Combinatorial
	Virtex-II Pro
	455.28 MHz
	58.28 Gbps
	13345
	Online
	19.43 W

	Combinatorial
	Virtex-II Pro
	455.28 MHz
	58.28 Gbps
	10670
	Offline
	13.16 W

	Combinatorial
	Virtex-4
	519.18 MHz
	66.46 Gbps
	13651
	Online
	16.51 W

	Combinatorial
	Virtex-4
	519.18 MHz
	66.46 Gbps
	10912
	Offline
	11.77 W

	ROM Pipelined
	Virtex-II Pro
	221.14 MHz
	28.30 Gbps
	12728 
	Online
	1.910 W

	ROM Parallel
	Virtex-II Pro
	179.53 MHz
	22.30 Gbps
	21997 
	Online
	3.248 W


Assuming block memory is used for the byte substitution, the ROM-based approach uses substantially fewer logic resources while matching the performance of the combinatorial architecture. Again, for a fair comparison, we assume that a distributed memory byte substitution module requires 64 SLICEs. Performance of the ROM architecture with offline key scheduling achieves a maximum synthesized frequency of more than 471.47 MHz for a total throughput of 60.35 gigabits per second. Online key scheduling suffers an area penalty of more than 30% while running about 6.5% slower at 440.82 MHz. Additionally, it requires 20 additional Block RAMs. This makes it clear that for pure performance, offline key scheduling is the optimal choice. We do note that for offline key scheduling, there is no performance difference between the two architectures. This is because the critical path no longer encompasses the byte substitution but rather consists of the column multiplication operation (the MixColumns operation.)
Offline key scheduling also consumes less energy than online key scheduling. The substantial hardware savings provides proof of this as both quiescent power consumption and dynamic power consumption are reduced. In terms of computation complexity, the key computation operations are removed from the operation, with the precomputed round keys being stored in registers. This provides a hardware savings and an increase in the system frequency. Byte substitution occurs each cycle in an online key scheduling module, which is a fairly complex part of the encryption operation. Thus, the key addition operation that occurs in each encryption round is more streamlined with reduced computation complexity. This holds regardless of the architecture. However, we also study the difference in power consumption between combinatorial and ROM-based approaches. The additional switching activity as well as the increased latency of the combinatorial substitution method leads to an increase in energy consumption with respect to the ROM method. The difference is noticeable, proving the hypothesis that the ROM method is the optimal implementation for an FPGA. This is especially clear, as ROM implementations suffer no performance penalty, have a substantial logic cell benefit, and consume substantially less energy. However, in the absence of onboard memory, combinatorial byte substitution is an adequate substitute. One notable advantage of having two approaches is the ability to fit a fully pipelined AES encryptor in a smaller device. If the device cannot support does not have the memory to support a full ROM-based implementation nor the logic to support a fully combinatorial implementation, a hybrid approach may fit in such a device. This is especially important if the required device is fixed or outdated, as is often the case in military and aerospace applications.
As an additional comparison, we implement all the architectures on the recently released Virtex-4 architecture. Note that despite faster FPGA fabric, the devices underperform with respect to the Virtex-II Pro devices. This holds for both architectures and in terms of both speed and area. Initial releases of a device often do not have accompanying advanced synthesis tools, so for this purpose we do not consider the performance of Virtex-4 devices. Also, power simulations are not yet available for these devices.
7. ASIC Implementations

We also implement these four architectures on 160-nm standard cell ASICs for performance and energy comparisons. We expect the results seen on the Virtex devices to hold true on ASICs as well. In general, this means that the combinatorial method of byte substitution matches or outperforms the ROM-based approach while using less area but consuming more energy.

Table 3 on the following page illustrates the results of ASIC synthesis. All the hypotheses hold, with some interesting results. The effects of the key scheduling method appear to have the most effect on area rather than performance. In the case of the combinatorial architecture, the critical path is not the key scheduler, and hence the performance is not affected. However, there is an area increase of 26.7%. The associated energy increase is not as substantial, increasing less than 10% from 4.33 W to 4.74 W. For the ROM implementation, we see that the area increase is almost 30% for an online key scheduler. The associated increase in energy consumption, as with the combinatorial architecture, is insignificant at 9% - a raise from 3.18 W to 3.46 W. On the whole, we see that the combinatorial architecture has advantages in area and throughput – 62% and 16%, respectively. The ROM architecture, as expected, has an energy consumption advantage, consuming 37% less power than the combinatorial architecture. The conventional pipelined architecture uses slightly less area. Also, due to its simplified datapath and decreased clock rate, it consumes less energy. For performance, it is clear that full inner-round pipelining is advantageous despite being not as energy-efficient as the conventional architectures.
It should be noted that building in some sort of reconfigurability is almost mandated for an effective ASIC encryption system, so on-chip registers for the key storage would be a necessity. However, it is still possible to achieve the benefits of offline key scheduling while retaining the ability to dynamically reconfigure the encryption key. Online key scheduling serves to simplify this process at the expense of additional area and power consumption. Also note that the power consumption of these ASIC implementations increases relative to the conventional ASIC implementations; this is due partly to the increased pipeline depth but also due to the increased clock frequency. As an additional consideration, it is important to note that dynamic power is calculated slightly differently in ASIC devices than in FPGA devices. This is due primarily to the differences in the synthesis and simulation tools. For example, XPower can determine activity rates based on simulations of expected circuit activity. [14] ASIC synthesis tools assume an approximate switching probability of 50%, leading to a wider error margin in the actual dynamic power. However, the error margin becomes less significant when considering the demonstrated differences between FPGA power and ASIC power.
8. Security Considerations
Key scheduling in the AES algorithm can be done dynamically (online) or statically (offline) without any adverse effect on performance. If security is a consideration, it is generally preferable to use dynamic key scheduling. Intermediate round 
keys are not stored but instead are calculated as needed.  Only the plaintext key, or some piecewise combination thereof, need be stored. Individual key components can be stored such that they do not comprise the key unless they are all XOR’ed together. In this manner, the key operation consists of an XOR with the data to be encrypted and multiple subkeys rather than a single plaintext key. This obfuscation, though not actually hard security, can be pivotal in preventing differential power analysis. Using multiple operands each cycle tends to produce uniformity in the power profile making differential power analysis computationally impractical. Previous research indicates power uniformity can provide extensive protection against differential power analysis. [15] Using dynamic scheduling without obfuscation also has a similar effect, though to a lesser extent. It does serve to make reconfiguration considerably easier.
For performance, offline key scheduling is the optimal choice. This requires all round keys to be calculated at design time and stored in on-chip registers. This increases the security risk of memory interception, especially during reads. To mitigate this we can use a piecewise-based approach. Since this is not dynamic, all values are stored. The power profile of the calculation is effectively obfuscated as it is in online key scheduling; however, the security is lessened to an extent that is difficult to quantify.
The performance benefits are easy to expect – the algorithm is effectively smaller and the datapath is simplified, resulting in a faster global clock. Also, this frees up either logic resources or memory resources or, in some cases, both. The obvious disadvantage to this approach is that changing the key requires, at a minimum, some sort of context switching. Though it is possible to store multiple keysets on the chip, it may not be desirable due to security concerns. Though pipelining AES encryption is best suited for the less secure ECB encryption mode, good security can be realized by using the CTR encryption mode.
The most secure method of encryption using the AES algorithm is the cipher-block chained (CBC) mode. In this method, the output of the previous encryption block is XOR’ed with the plaintext of the next block to be encrypted. This is especially useful when the input data has observable patterns. Images encrypted in ECB mode often have patterns similar to the original image – this does not occur in CBC mode. Data that does not have any particular patterns does not require the CBC mode for security. In any case, this architecture can be used in the CBC mode, but performance is significantly degraded. The latency of an individual encryption operation is not

Table 3: Comparison of Combinatorial and ROM Architectures on Standard Cell ASIC Devices
	Architecture
	Key Scheduling
	Total Area
	Frequency
	Throughput
	Dynamic Power

	Combinatorial
	Offline
	204281
	680.27 MHz
	87.075 Gbps
	4.3306 W

	Combinatorial
	Online
	258850
	680.27 MHz
	87.075 Gbps
	4.7449 W

	ROM
	Offline
	331021
	584.80 MHz
	74.854 Gbps
	3.1771 W

	ROM
	Online
	428973
	578.03 MHz
	73.988 Gbps
	3.4640 W

	Conventional
	Online
	304442
	370.37 MHz
	47.407 Gbps
	1.4950 W


offset by pipelining. Using ROM-based byte substitution, standard CBC encryption performs at approximately 1.4 gigabits per second. Combinatorial byte substitution yields a performance of about 700 megabits per second. Other architectures are better suited to CBC encryption; previous research yields a throughput of 2.3 gigabits per second. [5] However, using a staggered CBC approach as mentioned above, we can maintain the high throughput. Counter-mode encryption provides comparatively high security and is able to fully utilize the proposed architectures. Also, the susceptibility of the encryption architecture to errors is significantly decreased.
9. Dynamic Reconfiguration

The strength of any strong encryption algorithm is in its key. In the modern world, cryptography is used on nearly all electronic communications. Similarly, most critical communications must retain the secrecy of the encryption key. In the event of a compromise, for whatever reason, the key must be replaced or all subsequent communication will be transparent.

One of the primary strengths of an FPGA encryption system is its ease of reconfigurability. Run-time reconfiguration is becoming increasingly more practical, and newer Virtex family FPGA devices support partial reconfiguration. [16] This can be so precise as to overwrite only the stored key data, protecting the physical implementation of the algorithm. The architectures discussed in this paper are very flexible – it is possible to customize the key reconfiguration method even further. This is one of the primary reasons that FPGA architectures are more attractive than ASIC architectures – the higher performance comes at the cost of dynamic reconfigurability.

Online key scheduling requires only an initial key value. This is the most critical key value, as it is either the plaintext key or the functional equivalent of the plaintext key. Reconfiguring this key requires only a rewrite of the key or its component parts. This does not even require partial device reconfiguration, though it is less efficient in the long term. Offline key scheduling, on the other hand, is able to fully utilize the potential of dynamic reconfiguration. Additionally, the offline scheduling offers even greater options for reconfiguration. A partial device reconfiguration can rewrite the keys (or their functional equivalents) with no disruption to the algorithm. Register storage allows the key to be changed dynamically, though this is a detriment to both performance and security as at least ten times more critical values must be stored in memory. It should be noted that only partial key values can be updated if the implementation were to be used as a random number generator.
10. Summary & Conclusions

Our research indicates that alternative inner-round pipelined architectures for the AES encryption algorithm can achieve substantially higher performance than conventional pipelined architectures. This is achieved by inserting pipeline registers within each round of encryption, breaking individual rounds up into each of their independent operations. This allows us to increase the clock rate and overall throughput of the encryption system with only a minimal effect on silicon area. While the latency of each operation is increased by the pipeline factor, this is mitigated by the overall throughput increase and subsequent suitability for high-bandwidth transmission links. The proposed architecture can utilize the electronic codebook mode, the more secure counter mode, and a staggered cipher-block chaining mode. Standard cipher-block chaining mode encryption can be processed, but its lack of performance as well as its susceptibility to single-event upsets make it less than desirable. For military and aerospace applications – or any application that requires SEU mitigation – the ECB, CTR or staggered CBC modes are the best choices.
Within the encryption round, two alternative architectures for the byte substitution operation are implemented. The first is the conventional ROM method, which utilizes an 8-bit by 256 lookup table. As an atomic operation, the pipeline depth within an encryption round is four. The second is the mathematical implementation of the actual nonlinear transform. This is accomplished by splitting the 8-bit operand into 4-bit operands and performing 4-bit arithmetic in the Galois field GF(24). This has the benefit of using considerably less area than the associated ROM implementation while not requiring the use of any on-chip memory. To achieve optimal performance, the byte substitution operation itself is pipelined. With five stages, the overall pipeline depth within an encryption round is eight. For both architectures, we also study the effects of static and dynamic key scheduling.
Performance comparisons indicate that the combinatorial implementation of byte substitution is comparable to the ROM method. For offline key scheduling, the critical path lies in the column multiplication operation, and performance is identical. For online key scheduling, however, the mathematical implementation has a performance benefit of approximately 5%. Silicon area is substantially reduced with the ROM implementation as a majority of the algorithm is implemented in on-chip memory. ROM implementations consume substantially less energy than the mathematical operations. In general, the ROM architectures appear to be better suited to FPGA applications, though both architectures have advantages depending on the environment and the application. Also, hybrid architectures are possible, providing maximum utilization and the ability to fit a high-performance AES pipeline in a much smaller device. Both architectures can utilize the benefits of dynamic reconfiguration. Offline key scheduling with its increased performance and streamlined datapath has more to gain from dynamic reconfiguration, which helps maintain the encryption system’s viability should the key be compromised.

11. References

1. Virtex-4 Overview & Product Specifications, http://www.xilinx.com.
2. “Advanced Encryption Standard (AES),” Federal Information Processing Standards Publication 197, November 26, 2001.
3. E. Swankoski, V. Narayanan, R.R. Brooks et al, “A Parallel Architecture for Secure FPGA Symmetric Encryption,” Proceedings of the 2004 Reconfigurable Architectures Workshop.

4. K. Jarvinen, M. Tommiska, and J. Skytta, “A Fully Pipelined Memoryless 17.8 Gbps AES-128 Encryptor,” in the Proceedings of the 2003 ACM/SIGDA Eleventh International Symposium on Field Programmable Gate Arrays.
5. E. Swankoski, V. Narayanan, R.R. Brooks et al, “Symmetric Encryption in Reconfigurable and Custom Hardware,” in submission to the International Journal of Embedded Systems.
6. V. Rijmen, “Efficient Implementation of the Rijndael S-Box,” Rijndael Technical Report, http://www.esat.kuleuven.ac.be/~rijmen/rijndael/sbox.pdf.
7. P. Chodowiec, P. Khuon and K. Gaj, “Fast Implementations of Secret-Key Block Ciphers Using Mixed-Inner and Outer-Round Pipelining, “ in the Proceedings of the 2001 ACM/SIGDA Ninth International Symposium on Field Programmable Gate Arrays.

8. T. Lin et al, “A High-Throughput Low-Cost AES Cipher Chip,” IEEE Communications Magazine, December 2003.

9. A. Hodjat and I. Verbauwhede, “A 21.54 Gbits/s Fully Pipelined AES Processor on FPGA,” in the Proceedings of the IEEE Symposium on Field-Programmable Custom Computing Machines, April 2004.
10. A. Hodjat and I. Verbauwhede, “Minimum Area Cost for a 30 to 70 Gbits/s AES Processor,” in the Proceedings of the IEEE Computer Society Annual Symposium on VLSI, February 2004.

11. S. Morioka and A. Satoh, “A 10-Gbps Full-AES Crypto Design with a Twisted BDD S-Box Architecture,” IEEE Transactions on VLSI Systems, July 2004.
12. C. Patterson, “High Performance DES Encryption in Virtex FPGAs using JBits,” in the Proceedings of the 2000 IEEE Symposium on Field-Programmable Custom Computing Machines.
13. C. O’Driscoll, “Hardware Implementation Aspects of the Rijndael Block Cipher,” Master’s Thesis, National University of Ireland, October 2001.

14. Xilinx, Inc., “XPower Tutorial: FPGA Design,” http://www.xilinx.com, January 2002.

15. H. Saputra, V. Narayanan, R.R. Brooks et al, “Masking the Energy Behavior of DES Encryption,” in the Proceedings of the Design Automation and Test in Europe Conference, 2003.

16. Xilinx Technical Report, “Two Flows for Partial Reconfiguration: Module-Based or Difference-Based,” http://www.xilinx.com.
	Swankoski
	MAPLD 2005 / B103



