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1 Introduction

SRAM-based FPGA designs must employ some form
of SEU mitigation in order to properly operate in a
radiation environment. Examples include Half-Latch
removal [1] and Triple Module Redundancy[2, 3].
Full mitigation techniques, such as Triple Module Re-
dundancy (TMR), are expensive in terms of area and
clock rate [4].

In order to broaden the spectrum of hardware so-
lutions for computing in a radiation environment, al-
ternate mitigation strategies need to be developed.
These strategies may trade-off a tolerable amount of
reliability for improvements in size and clock rate.

We propose the idea of classifying configura-
tion memory faults into three categories, namely
non-sensitive, sensitive persistent and sensitive non-
persistent, based on the fault consequences. We can
take advantage of properties of these categories in
order to tradeoff reliability for hardware cost.

2 Configuration Memory Up-
sets

In order to aid our discussion, we make the follow-
ing definitions [5]. A fault is an incorrect state in
hardware; an example of this is an incorrect value
within the configuration memory of an FPGA. An
error is the consequence of a fault that occurs when
the hardware gives incorrect results.

Single-event upsets due to radiation can cause
faults within the configuration memory of an FPGA.
These faults may or may not cause errors in the de-
sign functionality to occur. Those bits within the
configuration memory which, when upset, result in
an error are classified as sensitive. Those that do not
result in an error are classified as non-sensitive.

We have developed a tool, based on the SLAAC1-
V computing board, which locates the sensitive bits
in a given FPGA design [6]. This tool determines

which bits are sensitive by injecting faults into the
configuration memory and then observing the design
behavior. This fault injection tool accurately pre-
dicts the behavior of an FPGA design in a radiation
environment to within 98%[7].

In order to maintain the functionality of a design
in a radiation environment, configuration faults in
an FPGA design must be repaired. The accumula-
tion of faults has the potential to render inoperable
even designs utilizing TMR. To prevent this accumu-
lation, some sort of fault correction technique should
be employed. One example of this is configuration
memory scrubbing[8]. This method involves period-
ically refreshing the entire configuration memory of
the FPGA. Regardless of the location of any config-
uration fault, it will eventually be repaired, due to
the periodic and regular nature of the scrubbing.

3 Persistence

In this paper we introduce a new classification of sen-
sitive configuration bits. The classification is made
based upon the type of errors resulting when these
configuration bits are upset. Consequently, we sub-
classify the category of sensitive configuration bits
into two groups: persistent and non-persistent.

Non-persistent configuration bits are those bits in
the configuration memory which, when upset, result
in a non-persistent error. A non-persistent error is
defined as an error which, given the time and the
employment of a fault correction strategy, will even-
tually flush out of a system. Aside from configura-
tion memory scrubbing, no additional intervention is
necessary. Non-persistent errors will exist for only a
finite amount of time.

Persistent bits, however, are those bits which,
when upset, will cause errors that will never flush out
of a design, regardless of what type of fault correc-
tion scheme is employed. Without additional inter-



Design Slices Sensitive Persistent Normalized Normalized Persistence
Bits Bits Sensitivity Persistence Ratio†

54 Multiply Adder-Tree 4781 (39%) 515589 0 22.8% 0% 0%
36 Counter/Adder 36 (.29%) 5170 511 30.4% 3.0% 9.88%
72 LFSR 8712 (71%) 243835 228934 5.92% 5.56% 93.9%
† Persistent bits per sensitive memory bit

Table 1: Initial Persistence Testing Results

vention, such as a reset signal, the system will never
recover from this type of error.

A fault occurring within the most-significant flip-
flop of an 8-bit counter is a simple example of the
potential impact of a persistent bit, as shown in Fig-
ure 1. Once in error, the counter will never recover
without some sort of intervention.
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REGISTERS

Cycle Expected Actual Status

501 11110101 11110101 OK
502 11110110 11110110 OK
503 11110111 01110111 ERROR
504 11111000 01111000 ERROR
... Fault Corrected ...
600 01011000 11011000 ERROR
601 01011001 11011001 ERROR
... ... ... ERROR

Figure 1:

The characteristic differences between the types
of errors resulting from upsets in persistent bits and
non-persistent bits allow us to explore tradeoffs in
fault-tolerant systems. Systems employing mitiga-
tion techniques against persistent errors but tolerat-
ing non-persistent errors can benefit from tradeoffs
made between reliability and hardware cost.

We have developed a testing method based on our
fault injection tool testbed[6] that identifies persis-
tent bits within an FPGA design. This methodology
consists of searching for sensitive bits and then deter-
mining if that bit is also persistent. We will further
discuss our methodology for persistent bit identifica-
tion in the final paper.

4 Results

A variety of designs have been tested with our persis-
tence tool. Some designs contain feedback, whereas
others do not. The designs were run at 10 MHz. The
results for this testing is shown in Table 1.

The LFSR design and Multiply Adder-Tree design
demonstrate the wide spectrum of persistence results
possible. However, there are generally far fewer per-
sistent bits than sensitive bits. Systems that can tol-
erate temporary failures, but not persistent failures,
can take advantage of this result. We will use our
persistence analysis tool to explore the tradeoffs be-
tween reliability and design size.

In our paper we will further develop the idea of
persistent bits, and explain in detail our methodol-
ogy for discovering persistent bits in an FPGA de-
sign. We will show the tradeoffs between reliabil-
ity and types of mitigation by testing designs which
have TMR applied only to feedback loops versus
those which have full TMR applied. By choosing the
appropriate places to apply mitigation techniques,
FPGA designers can obtain acceptable levels of reli-
ability at a low hardware cost.
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